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1. When genes are identified that either partially or completely lack alignment to RefSeq is the choice to use probes from alternate species (primarily drosophila, mouse, and rat) in human arrays a suitable substitute or are they used primarily as non-specific controls?

2. Could you describe some of the calculations and methods used for designing optimal probe sets (or deleting poor ones) and how these approaches may lead to the inability to compare data sets across technologies?

3. Is it possible to develop a weighting metric for measuring how closely matched a probe set is to a RefSeq ID and will that allow for more successful comparisons across platforms?

4. What do you consider the “gold standard” as a reference for measuring differential gene expression and why?  What do you think of NIST’s efforts in this venue and will similar sequences represented on different array platforms allow for data comparability?

5. Do you think the analysis of “exon” or “tiling” arrays will be easier across platforms given the regional restrictions that exist when studying splice variants?  What analytical tools will need to be provided to look at splice variants across array platforms?  Do you feel that splice variant arrays will provide more quantitative or qualitative information given the restrictions associated with probe design?

6. What data normalization approaches do you think will be optimal (or need to be developed) in order to facilitate across platform comparisons?  Using current procedures as a reference, can these comparisons be made at the present time?

7. Without giving away proprietary information, could you list in order of importance the following when designing probes for your platform: location, G/C content, internal sequence motifs, 5' or 3' end bases, melting temp, splice sites, other factors.
8. What emerging areas are of interest to you (i.e. low input, FFPE, LCM, etc) and will these sample processing approaches make cross-platform comparisons more difficult?  What is your advice on how to compare new protocols using the same array platform? What level of correlation or overlap in your opinion is acceptable when referring back to “historical data” for a new product or protocol

9. What opinions do you have about DNA/DNA hybridizations vs. RNA/DNA hybridizations when comparing data generated from different platforms and different sample processing protocols.

10.  When you review papers that compare different platforms and find that it does not perform as well as you might suppose, what is your first reaction and how do you interpret the data set?  What about when the data is comparable?
11.  It has been proposed that the main of the source of differences between the platforms is sensitivity of the respective technologies. What is your opinion on how sensitivity may affect data interpretation and affect cross platform comparisons?
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AB:
My name is Andy Brooks.  I’m going to be facilitating the roundtable here this evening.  It’s unfortunate that we butt up against the Superbowl but being I’m a Giants fan, we’ll keep you all here really late.  We do have plenty of time afterwards for questions so I want to say that the panel will stick around for as long as possible.  This is a rather unique roundtable format.  We have an industrial panel and an academic panel.  

First off, I want to thank all of the panelists who have given their time to come here today.  On our academic panel we have Dr. Rojeena from St. Jude’s, Dr. Parrish from Rosetta, Dr. Sean Levy from Vanderbilt and Dr. Camp from NIDDK.  And on our industrial panel you can see we have representation from a lot of the major array manufacturers and gene expression companies with the focus on informatics.  And that’s really what we’re going to talk about here today is how we can start to think about cross-platform comparabilities and how we can make best use of our data across a number of panels.

The rules of the roundtable, which is a little bit different than what you’ve seen in the past for some of these AAB roundtables, are as follows.  A couple of months ago a series of pre-decided questions that are being passed around for you to reference were asked by our academic panelists and passed onto our industrial panelists so they could prepare answers or comments on these questions.  All industrial panelists will be given an opportunity to answer the questions.  We are not going to get to all of the questions that have been distributed to them.  In fact, we’re going to ask probably at most five of the questions that are on there and then open the floor for discussions for people that have questions that pertain to this topic.

Questions at the end will be taken by those of you in the audience that have them at the end of the program.  There are transcripts that are being generated from this talk so please state your name and institution and come up to the microphone for questions.  And just so you know, there’s going to be no marketing or product promotion or any targeted questions or comments that I’ll allow either from the audience or between the individual questions that are up here.  This is really for information only and to spark some discussion and not necessarily target specific products.

Bios for all of the speakers have been passed around along with the questions that are going to be asked and additional questions.  Up in front on the stage when we’re done, we’ve asked each of the industrial participants to provide at most one page that has references that pertain to the questions that are being asked that we don’t get to or the ones that we did get to or point towards websites where these questions can be addressed.  So please come up and grab one of those.  These will also be on the AAB website.  And like I said, transcripts from this will be available on the Marg (?) website following the end of the meeting.

For those of you that are familiar with micro array technology or are not or are vetted in one platform versus another, there were just five key areas I wanted to address for our industrial participants to put a point of perspective and then I’m going to open it up to our academic panelists and get started with our discussion.

GE Healthcare or the code link platform.  We’re very interested in where genetic content comes from.  Certainly that’s important for comparison across platforms.  Currently all the genetic content for the code link comes from the public domain.  The arrays consist of 30 mer algo nucleotides, which are spotted.  In most cases, there is one probe per gene represented on their catalog arrays.  They use fluorescent detection and it’s a one color system.

The affumetric (?) system, the genetic content also comes from the public domain.  It consists of 25 mer algo nucleotides that are synthesized in C2 on the array.  There are multiple probe sets per gene.  Fluorescent detection is used and it’s also a one color system.

Agolent Technologies.  Their catalog arrays content come from public domain. They consist of 60 mer algo nucleotides that are synthesized in C2.  In most cases, one probe per gene is what’s represented on the array.  They too use fluorescent detection and they’re primarily a two-color array system.

Nimble Gym (?) Systems, their catalog array content comes from public domain.  They’re a variety of algo lengths depending on what their customers request range from 24 to 85 base pairs.  Those arrays are also generated in C2.  There are a number of probes which can be selected by the investigator so we don’t have one standard benchmark here for the conversation with respect to today.  They use fluorescent detection as well and it is a one or two-color system.  There are investigators that are using both on that platform that Nimble Gym (?) supports.

And last but not least Applied Biosystems.  Their genetic content comes from solar__ discovery system.  Their arrays consist of 60 mer algo nucleotides which are spotted.  Eighty-five percent of them have single probes per gene.  They use chemi luminescence detection and they are currently a one color system.

So with that said what I would like to do is actually open up the panel to the questions.  Hopefully if you don’t have questions, please raise your hand so whoever has the stack can pass it around.  It might be closer to the numbers we have depending on there.  Does anybody have the stack of handouts?  Or are we out?

If we are, just please share with your neighbor for now.  We’ll make sure you get them after the talk.

So out of those questions, I would like to actually call on Dr. Sean Levy to ask the first question of our industrial panel.  Sean?

SL:
Okay.  So this was question number four on the list.  I’m sorry number three on the list.  Is it possible to develop a weighting metric for measuring how closely matched the probes that is to a ref seek (?) ID and will that allow for more successful comparisons across platforms?

Do I get to pick somebody or?

AB:
Sean will pick the first person to answer and then everyone will have an opportunity.

SL:
I guess we can start by whoever wants to jump in first.  I don’t want to put anyone on the spot.

PW:
All right.  I’ll jump in.  Peter Webb from Agolent Technologies with a non-answer to the question.  I think this really doesn’t apply to longma (?) arrays.  We use one probe essentially for transcript and good old blast is the best way to align it.  I don’t see why you’d really use any other method.

STL:
I mean it’s an important issue to think about -- I’m sorry.  Steve Lincoln from Effimetrics because --

AB:
Could you -- could everybody just speak into the microphone so people in the back of the room can hear.

STL:
So sorry.  It’s a really important issue to think about.

FS:
(inaudible) don’t have any question (inaudible).

AB:
Yep.  I’ll repeat the question.  Is it possible to develop a weighting metric for measuring how closely matched a probe set is to a ref seek ID and will that allow for more successful comparisons across platforms?  Sorry Steve.

STL:
No problem.  There are a couple of things that I think and I think we generally agree are good to keep in mind about that.  Clearly I agree with Peter’s comment that you’re going to do the best job comparing between platforms and we have a lot of data to back this up.  If you actually look at the sequences, if you actually look at where the probes or the probe sets and really the individual probes, of course, and you know in the case of ___m we make all those sequences available and you can individually blast them. 

And as well RGPCR primers where they land that it’s really helpful in facilitating cross-platform conversations or perhaps for explaining discrepancies when you see them.  The other thing that’s really important to keep in mind is, of course, we all look forward to the day when ref seek really is a complete and non-redundant database of all full length human parting coding genes.  And unfortunately it’s not quite there yet and even today, ref seek is at least a slightly biased set.  Right?  It is biased towards more easily clonable, fully characterized genes.  Generally speaking, genes that are a little more abundant in their expression across the kinds of libraries that were sequenced during the human genome project.

So we think it’s a great question to really make sure you use a reference sequence and line your probes up with it when you’re trying to do a cross-platform comparison and we hope that we can work with the public databases you know collectively to facilitate that.  But I think one should keep in mind that ref seek is probably the best gold standard but probably not a complete one personally because of its biases.

JB:
This is John Barrile (?) from Applied Biosystems.  I think that one comment to keep in mind is that either you know there’s a paper on nature about technology by Hughes__ll that showed that even 60 mers can have a significant signal if you only got 59 out of 60 that matched.  Right?  So depending on how specific you wanted to describe your or call your hit, you know what -- how do you choose to annotate your probe?  I mean that’s the underlying thing.  

Are you going to go down to 59 out of 60?  Are you going to go to 58 out of 60?  And then it depends on even further where within for us we have 60 mers is that mismatch?  Right?  And that will again affect what you’re trying to compare so if you’ve got two probes that are you know so can you -- to get back to the question, can you develop a scoring system?  Yes.

But you have to keep into account all these complex sort of questions.  Where is the mismatch and not only to one ref seek but to other ref seeks because that’s the other question is whether your signal’s coming from the ref seek you think or whether it’s coming from another closely related ref seek.  So knowing that sort of biotramatic issues and the answers to that I think is important.  

Can you develop a scoring system?  Yes.  But you’re going to have a lot of people arguing about what the rules are and how you choose to sort of implement those rules.

AB:
So would it be more worthwhile to develop a database for that information that can be referenced across platforms in your opinion?

JB:
I think it’s -- yeah, I think it’s a requirement that you either as part of the database or as part of your platform when you provide it and you know this isn’t an advertisement so those -- that kind of information should be made available.  You can do it with the sequences so that you can blast and see what your results are or you know you can try and provide it with your platform.

TS:
This is Tim Sendero from Code Link GE Healthcare.  And I agree with all that is said but I think the point that Steve brought out at the beginning is really the most important part.  That I don’t believe you’d want to start to develop algorithms to a data set that isn’t completely filled out yet or completed understood.  But once we know that, certainly building algorithms that would identify common transcripts and to have a common base to go from is going to most certainly help across the platform comparisons.

SS:
We actually have a scoring scheme that we -- I’m sorry.  Steve Smith, from Nimblegym Systems.  The scoring scheme that we use in the design process that is based on studies that we’ve done on location and placement of mismatches, it is a difficult thing to predict.  If you are looking for opinion, I would say that best course of action is identify the sequences that don’t match the transcript and remove them from your analysis.  And I think some of the literature that Steve Lincoln was referring to earlier supports that.  The important thing is as the databases evolve, we need to make the designs evolve as well.

JB:
Maybe I don’t want to be redundant but one thing I’ll add is, of course, every vendor here who has a catalog array, you know an array with the standard design that we’ve made available to you all, you know we have always a constant problem which is you know we’d like to keep the arrays as current as possible but at the same time there are many large studies running -- using our arrays and change is challenging sometimes for the customers.

Different companies have had different takes on exactly how to deal with it but we also do face those sorts of decision-making processes when we design our arrays.  One thing that Accue (?) for example did and I know some of the others did as well is we tried to design an array given the view of the genome at the time, which was the best we could do.  And again, I know others did that as well and is probably a decent plan.  

It has the interesting side effect that, of course, for example take the obvious case of an EST cluster that when you designed the array, you couldn’t determine orientation so you couldn’t determine whether you could design the probe this way or that way.  So as many of you know on a__ue arrays we made the decision to design both.  And that has the obvious advantage that the array has greater longevity right?  

It has the obvious disadvantage that some of those probe sets turn out to be ones that you really should just disregard now that we know which direction that gene actually faces.  And these are the kinds of things and just to comment on what Steve Smith was saying, that you really want to take into account when you’re actually looking at the sequence alignments.  Yes, you can spend a bit of time worrying about mismatch rules and those are fine but always allow a little bit of slip in your matches but pay attention to where on the genes they land.

AB:
A little bit -- a slight change to the format just since the questions weren’t circulated to everyone what we thought we’d do instead is take questions from the floor briefly while it’s fresh in everyone’s mind so if anyone has any questions for this particular subject, please feel free to stand up or we can move on.

Any questions from the panel on or expanding on those questions from the academic panel?

TS:
I just -- one brief question considering what Peter said, how likely or how far in the future would it be possible to say instead of a weighting metric for how not necessarily how closely matched a probe set is but let’s just say how -- for sequence quality or non-sequence specific issues that may exist, particular motifs etc. that would exist -- that could certainly exist more in a long algo nucleotide versus a short.

PW:
If I’m understanding your question right, I think it gets to the scoring methods we use when we design micro arrays.  They’ve been described I guess qualitatively in the literature.  At this point, there are so many other probe design algorithms out there there’s really not a lot I think proprietary about them.

For example, Judd Arese’s (?) papers go into quite a bit of detail on how he designs all the nucleotides and even some experimental data on how many mismatches make a difference, where the mismatches are and frankly, we don’t disagree with any of what he says.  Our softwares came before his but it doesn’t do anything fundamentally different.  So yeah the literature methods of scoring these things are applied fairly well to the products I would say.

SS:
I think everyone on this side of the panel, all of our companies have very detailed, very elaborate systems for selecting probes that take into account as much information as can be known right now and we’re learning more as we go.  But for some characteristics that are less understood, the best way to resolve them such as struggling (?) our structural anomalies is to try and do some sort of experimental optimization of the probes that you’re using.

So if you can come up with some criteria for measuring the performance overall with the array, we have strategies where we overselect the probes based on our best insilico (?) methods and then following -- do follow-on experiments to eliminate things that may have structural things or just un -- not understood characteristics that affect our behavior and we screen those from the final design.

AB:
We do have one question from the audience on this topic.  It was addressed?  It was answered.  Okay.

One other quick question on this topic.

MS:
If you could speak louder (inaudible).

AB:
Okay.  So everyone can speak a little more loudly into the microphone.

Our next question from Dr. Parrish if you could give out the question number and state the question please.

SP:
Question number five and it’s actually a -- one question in three parts so I’ll read them all but I think you’ll get the gist pretty quick.  Do you think that the analysis of exon (?) or tiling arrays will be easier across platforms given the regional restrictions that exist when studying spliced variants.  What analytical tools will be needed to provide -- need to be provided to look at splice variants across array platforms.  And do you feel that splice variant arrays will provide more quantitative or qualitative information given the restrictions associated with the probe design?

And I’ll start on the other side.  I’ll start on the right with Dr. Barille.

JB:
Okay.  So as far as the exon (?) or the tiling based arrays, I’m probably going to answer the last one first and then move.  I think it’s probably going to initially be more qualitative.  There’s a lot of sort of restrictions in probe design and that’s going to actually sacrifice your array performance right?  I mean the first question we sort of danced around you know how we all design our probes right?  But there’s a lot of requirements to get the most optimal probe, looking at secondary structure, GC content you know a variety of those kinds of things.  And a lot of compromises are going to have to be made when -- especially for the alternative splicing sort of array to try and detect those transcripts.

When you move to the more tiling arrays I mean I think then the bio and __ermatic (?) interpretation of the results actually starts to make my head spin.  You know how are you going to you know decode all of the information you get?  How are you going try and interpret it?  How are you going to put it together and I think those are you know what you’re trying to get at and until the data starts coming in, I’m not sure we can predict what tools you’re necessarily going to need to build.

They’re going to have to sort of look at it and go how are we going to get this out?  What are we going to do?  From a you know a perspective, I think that you know for splice variants the easiest way to do it is to do RTPCR attack man sort of based assays and do exon (?) specific you know primers, do the reaction and see whether your specific transcripts are there or not.  So that’s sort of my general belief on that.

TS:
Well what I’d like to mention about that is certainly right at the top understanding spliced variants, understanding exons and be able to design to each of that is certainly going to help again with cross-platform comparison.  That is one of the issues that exists today.  We don’t understand spliced variants and if you don’t know where the probes are designed to on the two different platforms, you’re comparing -- of they’re in different regions, you could likely be getting a correct answer for both probes and it would be but they would be different answers because they’re targeting different gene targets.  So certainly that will help in cross-platform comparisons.  

From the standpoint of a quantitative versus qualitative, again, the current technology, small algo nucleotide probes is going to be in my opinion, it’s going to be qualitative at this point.  I mean I can get absolute measurements and it’s going to even become more difficult when you’re looking at exons (?)s and how you compile that information and bring that data together.

In terms of the analytical tools, I think once we understand it, it’ll be a little bit more straightforward and there are multi-probe methods which at the -- and others statistical scientists like Wong and well D___ RMA methodologies that look at single probes and combine that information in order to generate a quantitative -- or a qualitative result for comparison.  And those will be available and likely you can apply similar algorithms to a spliced variant array.

STL:
The short answer is if tiling goes to its extreme, it will probably makes things much more comparable just because everybody will be picking the same probes everywhere.  We know that one of the principal components of variability in designs off of the same set of genes is which probes you pick.  And so minor modifications in the starting characteristics so our probe selection can come up with two designs that as far as we can see are very comparable in the quality of the probes insilico (?) and you will still get experimental R squared (?) below .9 on the same samples.  So by interrogating every probe it will -- if every manufacturer’s is interrogating every position, things should become more comparable.  They’ll still be issues of voluble length that can introduce variability. 

From the point of view of will it be giving a better answer, the question is -- the answer is maybe.  Right now, we can make a lot of tradeoffs in screening out probes that we suspect will be misleading and that’s the whole design process.  And so in some ways the tiling designs we’re stepping away from that and handing all of that information to the analysts to resolve.  So the design becomes much easier.  The analyses may become harder.

AB:
If -- just a reminder, just watching people in the back to speak up again.  And if you guys could do us a favor, if you can’t hear, raise your hand or something to give a visual cue cause it’s pretty easy to you know as everyone knows when you’re speaking, you kind of slowly fade back to speaking softly.  So if you can’t hear, just wave or jump or throw something and remind everyone to speak up.

STL:
Actually wave or jump.  Throwing something might be a bad idea.

PW:
So I’m going to follow up Steve.  I agree with what he said that if you tile probes across the entire transcript then clearly you’re going to get a lot more data and I guess in some sense that does make it easier because now you’re just saying here’s this probe, here’s what it does.  We’re not going to try and tell you this probe represents a certain thing.  It’s just going to represent itself and we’ve sort of thrown it back to the analysis, the package vendors if you will to say now put this all together.

So that brings up what I think is somewhere where we could get from the likes of Rosetta is standard ways of annotating these things.  So it also speaks to the previous question that we will provide a probe and maybe we’ll give it some annotation and then the analysis packages will then move on from that annotation to other things.

So the question was asked in terms of ref seek but the number of times we get questions in terms of gene symbols or even worse unigene clusters and people will start comparing unigene clusters and say well I get this result on that array and I get this result on your array.  Well, heck you go and look and the thing is in the other direction so I think one big help here would be for all of us to work with the analysis vendors to try and come up with more uniform ways or standard ways of annotating these things so if we start to generate what we’re at least even calling exon (?) specific probes, how do I annotate a probe to say I think is a junction probe that should show some effect on differential splicing.

SM:
I think the panel made a lot of really excellent points.  One general theme I would pull out of that is that a spliced variation array or an L-exon (?) array say is automatically going to force either the user or perhaps as you’re alluding to, better the software, to actually pay more attention about where the probes or probe set is relative to the rest of the gene.

It’s an important thing that again we’ll -- in the ref seek discussion we did talk about, which is that if you simply joined based on something like GI, there’s an automatic kind of difference and kind of variability that you’re introducing into the analysis, which if you actually start looking at where the probes are and what the hypothetical set of transcripts in the mixture is that you’re trying to deconvolve, you’re going to do better.  And the splice variation arrays will and the tiling arrays in the extreme will force you down that route.

On the question of quantitative versus qualitative, one of the things that we found and I think some people here are probably familiar with our various publications on tiling arrays, is that multiple probes we find work really really well.  That is to say, remember and this is exactly what algorithms like RMA from Terry Speeden Col___, are designed to correct for.  It’s a fact that different probes have different response curves.  Those S curves shift relative to each other and in order to get the best dynamic range across a wide dynamic range of actually target in the input hybridization mix, is to actually use a large number of probes each of which -- you’re at least, in any hybridization event, you will at least have some of those probes that are behaving in their linear range.  And again, this is precisely what algorithms such as RMA are designed to do.

So we actually think that as you go to more probes per gene, you actually get far better quantitation.  The rate limited thing may actually may be the assays at this point.  Then people need to really work hard on the biochemistry because a number of the assays that people will use the chips for, say for example to charmitin (?) IP work are inherently at least often run in cases where they’re not particularly quantitative, where there’s so much saturating but people are working on quantitative chip-on-chip, quantitative mathelation (?), quantitative whole transcript amplification assays for splice variation so I think that’ll come along but that may not be as mature as it is yet in the case of say three prime IVT.

AB:
So currently you think that the designs or the mechanisms for designs are a little advanced with respect to the assays that would be needed to generate that data?

SM:
The assays and in my opinion I’d echo the comments of the panelists here, certainly the informatics.  So all of you who have friends who like part informatics problems, get some sample data from exon (?) arrays or tiling arrays and have them start to work on it.  There’s a number of good PhD theses there.

And we’ll get you data if you need it.

STL:
And our colleagues at Effemetrics and Nilogen as well have been working on -- as part of the encode project -- large aspects of the encode project involve tiling designs and so we really are starting to get our first glimpses of what large bodies of data from these designs look like.

There are some informatics challenges definitively not the least of which is the information content that you have in the probes that you’re using you know as you’re going through more and more of the genome, the uniqueness problem really starts to confound your answer where you speed it up significantly in the design for standard arrays.

AB:
Thank you.  Are there any questions from the audience?

BC:
I’m sure you’re all familiar with the LC (?) study published about a year ago --

AB:
Could you just please state your name and where you’re from?

BS:
Bruce Seligman, Hi___ Genomics.  And one of the observations there is the cutoff is very important in terms of whether you get agreement between different platforms or not and things above a threefold cutoff had good reproducibility.  Things below that did not.  So the question is I guess where are the cutoffs for the different platforms and is there a big push to get that lower and lower or is that -- or is it better just to validate as John suggested using PCR or whatever after you get your hits off to high density array?

SM:
After you sir.

TS:
Oh.  He was pushing it away.  Gosh where do we start with that one?  We were kind of chatting about this issue earlier and I think you know there’s two answers to that.  I mean the answer to the second half of your question is absolutely -- I mean we are -- you know there are a lot of things that can be done to push the sensitivity and specificity of micro array based gene expression analysis lower and lower and lower.  And it’s -- some of it is array technology issue.  Much of it is an assay issue.  There’s an awful lot of best practices now emerging in terms of statistics and how to do you know how to pick the right number of replicates given the other sorts of variability in your study and so on and so forth.  And these are critical to pushing that lower.

What I think we’d all agree with is that probably the technique of comparing platforms or even comparing experiments by looking at the list of genes that popped up as the most significant and then comparing those and perhaps drawing a VAN (?) diagram is indeed an interesting and provocative thing to do and I think we’re very happy that that’s been done cause it sparked a lot of good conversations.  But it is probably one of the less powerful ways to compare platforms.  That is there is -- if you actually walk through the statistics of it and the sampling statistics, there’s quite a bit of difference.  You would actually expect in those threshold the gene list simply just based on the performance of the platforms as we understand them today.

So what we would actually like to suggest is that when people are trying to ask that question, that there may be some more statistically powerful ways to ask the question that actually really do tease out both really how comparable the platforms are.  You don’t have artifacts and then for how you asked the question, and also that actually let you answer the question of where there is variability, why.  And I’ll just refer you to a white paper that’s right now sitting on the top level of our website which is written in a way as to attempt to be fairly vendor neutral, which talks a little bit about some these statistical designs and other ways you might think about trying to answer that question.

PW:
I guess I’d back that up by going back to the first questions.  Sure, if you look at the things that are highly differentially expressible, you’ll see a lot of correlation but you can go much much deeper if you know the probes are in the same place.  So you improve your experiment a lot more, you can improve comparison a lot more by saying yes, these probes are probing for the same thing and those are the ones I’m going to compare on.

JB:
I would just think to echo basically this is a theme that seemed to come up in all the answers is the specificity or the -- what the probe is actually measuring right?  I mean -- it was brought up in the tiling question.  It’s what the design, the first question was the scoring system right?  I mean if you know what it’s measuring, then you know everything that it’s measuring, not just the one thing that a vendor you know assigned you know one name to.  We all provide an annotation file, right?  And basically most -- secondary analysis packages only want one name assigned to a gene or a probe.  And if you know you know you may even know better at the time but you’re sort of forced to put it in that you know column two is supposed to be the gene name right?  And if you put two in, sometimes it breaks things.  So you know that’s not -- that’s a theme I think that keeps running through all of this.

And the other is sort of how comfortable are you?  You know where -- you know how accurate do you want to be?  You know do you want to be right 100% of the time?  Well then you’re going to set your P values really low and you’re going to you know take the things that are really well defined.  When you start going into the new world, right, the lower expression, the more variable then -- then things change a bit more on you’ll

AB:
John, based on that comment given that some of the manufacturers actually choose content from public domain although there are multiple entries per gene, versus something which you represent for Applied Biosystems where they come from the solera discovery system, are those differences larger or is the problem the same or is it harder to correlate them?

JB:
I mean I think that the problem is the same right?  I mean even you know solera we believe has the best view of the genome or a better view than the public domain but you still have the same issues you need to tease out, which probe you know what does your probe hit?  What does it actually measuring?  And I think that’s you know we think we’ve got the best shot so far but you know that’s not to say that it’s completely right at this point.

SM:
I’d like to just echo that same comment again about the cardinality of the probe to the gene target is absolutely critical and we provide in our annotation as well when there’s multiple targets per probe.  And sometimes people look over that and they look at the you know the single gene that’s on the first line and assume that that’s the target and that there are no other targets or possibly any targets for that probe within the system.  And actually you know understanding that can really help you with understanding the differences between the different system.

AB:
So in some instances one might argue that going back to when CDNA arrays were more popular, you had much larger sequencing covering a region, even though there were issues associated with some cross-hybridization due to other sequence. That we might have actually had better annotations or a better feeling of being able to compare across or is that not necessarily true?

SM:
Well I would say you’re probably less sensitive so comparisons were probably a little bit easier from that perspective.  Now we’re a little bit more precise and if you’re going to be precise, you have to know precisely what you’re looking at.  So yeah I guess that’s really the point I was trying to make.

TS:
Andy, your point’s a really excellent one and I’ll reiterate what my two colleagues just said and put a slightly finer point on it.  You know the classic use case for this is where you have a probe or a probe set which spans between say two different alternate three prime UTRs for the same gene, which indeed we know biologically happens frequently.  We also know that a sizeable fraction of human genes appear to be alternatively spliced and some of these probes or some of these probe sets span those exon-exon junctions in the underlying transcript.  

And when you’re only looking at one and in particular if you’re not being careful with exactly the issue that they’re talking about, that is to say the one to many relationship between probe and transcript and sometimes the many to many relationship between the two -- that -- effectively what you’re doing is you’ve got another source of variability that you’re lumping into that expression measure.  There’s one more you know piece of he__, one more source of variants that you’re throwing in and we all know that it’d be great if we could get rid of as much of the variants or control out as much of the variants as possible.

And when we get to the point to come back to the question that was originally asked, but again, as my colleagues were saying, where we can actually reasonably, definitively know within what exon or within what three prime UTR, a particular probe or probes it is and to be reasonably sure that it’s isolated within that, then we’ll be doing very well.  And sometimes you don’t actually have to change the array design to do that.  You simply need to change the way the calculations are done.  Other times you may need to change the array.

AB:
Any other comments from the panel on that question?  Is there a question?

I’m sorry.  Is there a question?

JA:
Jason A___, Peter Jackson Laboratory.  I just kind of wanted to weigh in on the issue and give my perspective in light of the last gentleman’s question and in light of the excellent comments that the panel have given.  

There’s really two issues and the first of which was hit on a lot in my opinion and that’s content, making sure that you’re really comparing the best set of data for starters.  But beyond that is where things get much more complex I think and where it’s easiest to overlook and frankly because most of us either don’t have the resources at hand or the time to deal with them and that -- the way I look at it is the differences in primary analysis that are used and that being the way in which we get expression measures meaning RMA or AMAS or you know whatever you’re using it for.

But then the statistical analysis so that if you don’t take those things into consideration, you do get into that trap of I’m just comparing things on my top hits list and fold changes and they don’t match up very well.  So really -- so there’s -- like I said there’s two components of that.  The first is how am getting that expression measure and anyone who’s tried to compare a system like a___metric we’re using a set of probes versus a single probe, knows right away the difficulties inherent in that and it’s even not just that simple.  Are you doing background interactive versus non.  What does my M___se A plot look like?  All those things king of explode very quickly and when you think about it, regardless of what method you use, if you go in and let’s say plot signal log ratio of platform one versus platform two and then color them by whether they’re significant in both or just one or just the other.  You know by and large you know these folks have done their jobs usually and the direction of (inaudible) change is preserved absolutely.  And when it’s not, you can almost always go back to the original annotation and find it.

So what it comes down to is how, in my opinion, having done these for a while now, how do you best get to the analysis methods so that you can compare effectively the two platforms and that’s something that there’s not a lot of information out there on and some of us have tried to do it and some of us are lucky enough to work with people who have tried to do things like break out the variants components of each step of the process.  

That was easier to do with two color arrays.  We’re a little more trapped now with the one color arrays.  As much as we love them, we can’t deconvolute things like die versus spot that we could do on you know when we were all doing die flips and perhaps some of us are still doing a lot that.  So … 

While it’s not simple, I think there’s probably those three things in my mind that are really the heart of the matter.  So … thanks.

AB:
Thank you.  We’ll ask that the -- if there are no other questions on that specific topic, that the next question be asked by Dr. Camp.

DC:
All right.  This is question eight and it’s a set of related questions.  What emerging areas of -- are of interest to you?  So for instance, low input, FFP, LCM.  And will these sample processing approaches make cross-platform comparisons more difficult?

What is your advice on how to compare new protocols using the same array platform?  What level of correlation or overlap in your opinion is acceptable when referring back to historical data for a new product or protocol?

So I guess Steve Lincoln you can answer this question since Al__ has been -- had the longest history and obviously protocol changes and whatnot are relevant.

STL:
Gee thanks.  This is an excellent question.  I mean obviously -- I mean I think those -- I don’t want to speak for the rest of the panelists but those of us on the array development side I think we feel it’s our job to get the best performance out of our system that we possibly can you know in terms of sensitivity, specificity, reproducibility and indeed as I think you know we and I’m sure the others we put a lot of work into that.  And one of the things is that means we do optimize a number of things for our platforms.  So as discussed earlier, the different probe selection rules that different people use.  And indeed, we have heavily optimized our probe selection rules to fit our platform, to fit the way various things about it work to try and be convenient for customers, all that good stuff to take advantage of probe sets.

And each one of us has made somewhat different decisions and assay.  And in probe design, again to try and make our platforms really work as reproducibly and as accurately as we can and we all continue to work that.  The challenge that this question clearly alludes to is the fact that as we get better at that, things change.  And what we have to do is try and find a way to develop reference standards that allow us to go from one version of a platform to another.

As you know Affi has done this a number of times and I’d argue that in the past we didn’t do it so well.  And I think recently we’ve done it better.  I think there’s still a lot of work to do on that cause it is a fundamentally challenging problem.  One example where we really tackle this one head on was in our move to the new rat__ array.  So and in fact there’s a tech note you can find on website that goes through, which I saved in this form cause it shows a methodology for how we took two different platforms and compared them and dealt with a lot of the variability issues.

What in that case we showed was what some of these cross-platform comparisons have also showed, which is that if you look at just general magnitude of change, if test A or system A shows the gene to go out doest system B show it to go out right?  How often is that -- how does that correlate with intensity?  That is just more variability on the low end than there is on the high.

I think you can -- if you take the analysis to that point and do the statistically robust version of what I just described, you find that the platforms get comparable and again, using that sort of experimental methodology, again it’s something that we in general would recommend people do and again, we’re trying to do internally and trying to get that out and available to people so they can a) see how we did it and b) maybe use that as a template if they think it appropriate for other sorts of comparisons they’re doing.

DC:
What about the protocol changes?  So when you go from let’s say using a particular kit and then move to you know a different protocol, what happens there?  Do you do in-house validations of?

STL:
Yes.  So for example, when we went to the roller dealer kit, the new one we rolled out, as you know that we did an extensive set of cross-validations on that and again, that’s all written up in tech notes.  The same basic, again, a nicely blocked, high with -- design with lots of replicates with a good multiway and overtype analysis to tease out the different parts of the variants.

AB:
So as long the as the right kind of validations are done, data can be compared in your opinion across kits and across platforms?

STL:
Well I think and I think we’d all agree you’re going to find certain variation.  I mean the reason why you’re using the new kit presumably is cause it’s better.  That is to say it’s different.  

JB:
Right.  Right.  I mean I think one thing to consider right, when you start talking about these new things, you’re introducing new -- not to skip the order we’ve gone in before but different you know when you do these and you’re starting to compare double IVT versus the single round of IVT right?  Then you need to know where your probe is to figure out whether it’s going to have a big effect or not right?  I mean most -- at least we targeted most of our probes to three prime end, right?  A double round of IVT.  

The further five prime your probe is, the less likely it’s to get -- you know amplified as much, therefore, you’re going to have that fade off if you will and the signal between the two protocol changes.  You need to be aware of those kind of things.  When you start talking about fresh frozen paraffin embedded tissue, you have not only low amounts where you’re doing a double IVT probably or some comparable amplification method but you’ve also got degraded RNA starting to show up.  And then you’ve got to take into account what effect degradation has on your signal and what that’s going to carry over into your bio informatics and analysis problems.

So I think you know clearly understanding those you know probe location, how it’s going to affect you know take a couple of samples that you know how they’re going to behave and run it with IVT, double IVT, your new protocol and see what effect it’s going to have on the genes because the different labeling protocols are going to have different amplification methods and they’re going to amplify things differently.  There’s different biases in them and you need to be aware of that before you do your analyses.

PW:
So rather than try and comprehensively answer the question because I think Steve did a good job there, I’ll just pick out a few things.  I agree that, especially on the FFPE samples the DNA is going to be heavily degraded and as we design our arrays typically we have designed for the probes to be within 1200 base pairs, which is a fair distance on that kind of sample.  They work fine on fresh RNA, fresh DNA but we’ve worked with customers and we found indeed, the ones that are further away drop off.  It’s not the whole story.  

We did a customer array where we moved all the probes that we have had.  The experimental data that they should have worked roughly equivalently to the catalog probes on the human array and we moved up as close as we could get to the three prime end with probes that we had experimental data for and we found about 50% of those genes came back if you will that we started to see correlation again.  But not all of them.  So the degradation isn’t just that the DNA’s chopped up.  There’s other things going on as well.

[END OF SIDE A]

[BEGINNING OF SIDE B]

PW:
… tons of data on what happens and so we know when we try something new that’s the first thing we try it on so on known samples is key here … 

AB:
So it’s not really a matter of historical data.  It’s understanding your model system and a function of the data that you’re getting from it.

PW:
Correct.

AB:
To be able to make those comparisons.

PW:
Right.  I guess I’d say one more thing.  I made a note here that as protocol changes, everyone has alluded to you’re chaning it for a reason -- to make it better or at least different for different emphasis.  So in our standard protocols we’ve emphasized sensitivity but we know that some of our customers care less about sensitivity and they want to push specificity more and there’s clearly a trade there.  And so we know if you push the high temperature up a little bit, all the signals go down, the log ratio is spread out so the signal is not strictly comparable but it may be a better answer under those circumstances.

AB:
That’s a great point.  That’s a great point.

SM:
The slant of the question is leading toward low volume assay assessment.  That’s --

AB:
Or what people might be pointing out is difficult samples.

SM:
Well, we have a lower volume platform that we’ve been developing.  It can go down to less than a microgram of DNA per hybridization.  In our development process for that and actually through all of our protocol development, we keep a historic record -- a historic trend analysis and we try to make sure that any new hybridization platform that we bring out maintains a correlation greater than .95 for but it’s for different aspects of our process that we treat them differently.

For any changes in our synthesis chemistry, we expected a very high correlation.  We’re very careful about making changes in our synthesis but for aspects of design, we -- we have a criteria point, 92% -- .92 for an R squared.  It’s really different aspects of the system are going to affect variability at a different -- different level.  And as we’re … I guess that’s it.

DC:
I guess in the interest of time we’ll move on to the next the next question.

AB:
We’ll come back for questions.  We can take one quick question from the audience on this topic.

H:
Okay.  My name is Hugh.  I’m from Sweden.  So a question about this different standard protocols because the micro arrays are different -- use different probe length.  So do these protocols optimize in accordance to the binding of fin__tils or stringency the length of the probe.

Normally when we look at the material from different micro array platforms it’s often shown that you have nice dynamic range, there’s several logs but does any micro array platform optimize the hybridization and w___ optimize to allow the binding of the full length probe to discriminate possible binding of the shorter ____ probes?

AB:
Could someone answer that generally before we go onto the next question?

PW:
Yes.  

AB:
I’ll take two.  

WP:
So there’s -- clearly there’s some stringency in the washers and stringency in the hi__ that discriminated against partial mismatches.  Do 59 spaces out of 60 hybridize?  Absolutely they do.  Does 30 bases out of 60?  No, it doesn’t.  So is there more -- is there a more exact question in there?

H:
We have done some studies, compared the hybridization washer stringency and the binding of different al__gols.  The same sequence but of different length and we found that most so called standard protocols are not optimized to the binding of the probe.  If you say your micro array is 30 mer or 40 mer, the recommended hybridization is not optimized to the binding of 30 mers or 40 mer but rather maybe based on some other facts that we get good dynamic range --

PW:
Yeah.  I’ll come back to the answer I gave at the end of the question is that our current protocol probably pushes sensitivity.  So if you want to see some signal from weak binding things, you need to not be astringent so we’ve traded away some specificity and I believe that’s what you’re asking.  If we optimize for specificity, then we’d lose some dynamic range and we’d lose some weak species, some low expressed signals.

H:
No because this is connected with another fact on the micro array probes.  Because most of the synthesized micro array probes are not pure.  They contain this truncated fragment from algo synthesis.

PW:
We’ve been able to synthesize out to 100 bases, cleaved off the surface.  This experiment’s been done at Rosetta so actually we believe we have very good quality DNA on the surface.  The chemistry we run does not leave truncated sequences.  It leaves single based illations where there’s no cu__ length.  So it’s perhaps a little different than what you’re expecting.

H:
Yeah, I think I can --

AB:
We actually have --

H:
Questions in the next --

AB:
We have one more formal question but we’re happy to come back to this after that.  Absolutely.

The last question, the last formal question then we’ll open it up to the floor.  For those of you that need to go or world like to continue the discussion, you’re more than welcome.  Dr. Rajeena is going to last the last formal question of the panel.

DR:
My question is number 11.  

AB:
Can you speak right into the microphone please?

DR:
Okay.  

AB:
Thanks.

DR:
My question is number 11.  We know that the main source differences between the platform is sensitivity.  My question is what’s your opinion how sensitivity might effect data interpretation and especially if there’s cross-platform comparison.

AB:
So this is actually a good segue given that if these systems are geared toward sensitivity, how does that affect our platform comparability questions.

SM:
We have design, micro array designs that are both long and short algo that we’ve done off of exactly the same initial data.  You do need to optimize your high conditions for each of these and we’ve done optimization studies that show that.  Once you come up with an optimized protocol for your -- for long and short, there are still significant differences that are based -- nothing more than probe length even if you’re picking the same probes from the same region so I think that is one of the significant differences that you’ll see as far as different platforms.  And to the best of our knowledge that’s the most direct measure on difference and sensitivity is with outgoing.

STL:
Well certainly you know I don’t know if the main source of difference between platforms and the -- I don’t know if I would call that the main source of difference between comparisons.  It’s strictly sensitivity.  There’s a large number of other variables that are associated with the issues in cross-platform comparison.  But it certainly is one and it certainly has an impact because if one platform is able to detect a transcript and other is not, then you’re going to get a discord result of course.

I certainly think that these need to be -- these sorts of discordance need to be pulled out from a -- from your analysis and looked at a little bit closer as well as you need to be break down the other types of discordance like calls that are significant in the same direction but a different magnitude and/or calls that are in the opposite direction and significant and that happens as well and each of those needs to be addressed independently.  

But in terms of sensitivity, I’m sure each of the platforms are slightly different in their ability to detect low level transcripts and that’s certainly going to cause some discordance in your comparison and there are a number of approaches I guess that are possible in order to clean that out of the system before doing a comparison and I think that’s what you need to do.  And one of the papers that we put out, put together and put out, we decided not to use probes that were below threshold on either two platforms that we compared and only the -- only to compare those that were getting present calls on both platforms.  So we were certain that the platform was capable of making the call and then making a judgment on whether the call is discordant or not.

JB:
So I mean I think we all claim and strive to be as sensitive as possible right?  And I think one of the sort of questions that we would ask back is what is sensitivity?  Right?  Is it simply detecting low level expression and then at what cost?  I mean you know does sensitivity and accuracy play together?  Right? 

I mean you could detect a low level signal but how accurately do you get that number right and which tradeoff are you willing to get right?  Do you want more accuracy?  Are you -- is that what your opinion of sensitivity or is it the ability to just see or not see some low level expressed gene.  Right?  And then what are you comparing it to you know we all have our own individual benchmarks that you use as you know what is the gold standard?  That was one of the questions that’s been passed around and you know how do you truly say something’s there right?  I mean we vote for you know tach__menen (?) RTCPR based assays.  Other people may have their own you know what you know low level distraction method of choice.  Right?

So that’s another question that needs to be answered and it’s buried together sensitivity and accuracy.  Sometimes you can detect things but you don’t get it completely right.

TS:
I think there’s another layer to that with respect to assay sensitivity or biological sensitivity so a lot of product and search (?) we’ll talk about how many copies per cell or how many copies per hundred thousand.  But really if you talk to a biologist, he wants to know whether or not you can see a transcription factor or whether or not you can see an entire pathway.  So I think that that just adds another level and there is no standard for measuring that but I -- I agree with what you’re saying.

MS:
And it really gets to Peter’s comment earlier, which is that you know what’s your model system?  How are you measuring?  So for example, there have been a couple of studies now that have been published or at least presented in -- at conferences where people are comparing micro arrays to RTPCR.  And in general and again in a well statistically constructed study, they have often been showing that there indeed is comparability, at least to the point you know there’s a certain point in terms of low level expressers.  And those data are very encouraging.

On the other hand, they’re both measurement techniques right?  And you know I think there’s also a big role for having strong model systems as Peter was describing.  You know in our case for example, we have the Latin square data set where we did a complete spike series in a complex background as a full Latin square.  It’s an awful lot of ___ petting but having that or an A___C available to us has done wonders for our ability to calibrate the chips both in terms of specificity and sensitivity.

Kind of in line with what the question was alluding to earlier, people can say well you know spikes have their own pros and cons as a measure.  And our friends at Gene Logic, of course, published their Tissued Allusion series which is also another good way to measure it.  So I think the challenge with where you’re going with the question is that it’s absolutely the right question and it is hard to actually to come up with exactly the right way to measure it.  And you know all the techniques have their own you know interesting biases, pros and cons.

AB:
That’s great.  It’s currently 10 after 6:00.  We’ve giving these -- all these individuals extra points on the line for the game tonight to stay later so they missed the first few minutes.  So what I’d like to do is really thank everybody on the panel for coming out.

[applause]

And for a great discussion.  And give you all of you that have an engagement or die-hard fans the opportunity to sneak out but we will stay and continue to use the microphone and continue the discussion for those of you that are interested.  But if you want to take a minute for those of you that need to jump out.  If not, we’re just going to continue our discussion so please don’t feel uncomfortable if you have to head out.

Was there anybody else who like to continue on with that answer or?

No?  Okay.  

What we’d like to do for those of you that are interested is go back to any open questions or if there are additional questions, we’re happy to field them at this time.  To the industrial or the academic panel.

Please go ahead.

H:
About this sensitivity, smiling here … I think for algo arrays because the commercial micro arrays, they all use different lengths so it’s a common knowledge that if you use a longer probe, the intensity may be stronger compared to the shorter ones.  So does the longer micro arrays provide better sensitivity?  This is my question.  And what would be the optimal length for algo array?

Second part of my question is that the algos either in s___ synthesize or in vitro synthesize using the supplied with the micro array probe set, they are not purified at all.  So there are two problems in algo synthesis.  One is that incomplete coupling in each step and second you have this de__ration you know algo synthesis.  This two technical problems create content of shorter fragments in your micro array probe features.

So my question is do you believe that the impurity of the probe matters for micro array performance?

AB:
So I think it’s longer versus shorter and impurity issues with respect to algos on the arrays.

PW:
Is this question in balance?

AB:
Actually the question actually -- I forgot my role as facilitator -- is a little bit out of bound.  So if you could speak to your opinions on specificity for long versus short I think we’ll leave it at.

JB:
Actually I can be neutral.

AB:
Should you rephrase that and be neutral?  Okay.  Actually if you have a neutral answer.

SP:
I’m not actually academic, and we have one customer now.  He alluded to earlier the Hughes paper.  I don’t know if you’re aware of it where it was an early study done by Rosetta and Agolent where we did all sorts of permutations of algo length for am__d concentration, all concentration, temperature, just all the different possibilities right there in the hybridization.  And for us in our hands with the amplification labeling and hybridization kinetics that we use at Rosetta, which are a little different than what most people use.  We use a 2 mil volume for hybridization not a cover slip that sort of thing.

We found that the -- what we published with a 60 mer array, works great.  And we know that it’s reproducible.  We know that it’s as sensitive as anything else we’ve really tested.  Your statement that longer algos would be more -- would be brighter, I don’t think that that’s necessarily the case because that actually has a lot more to do with your amplification and your die coupling or incorporation or however you’re doing it.  I don’t think that’s necessarily a length issue and in most cases, no matter how long you make it, you’re going to do some sort of di___ iron shearing which gives you short pieces anyway.  And that certainly has a huge effect and gives you much brighter -- much more sensitive data. 

So I can sort of answer that first one.

MS:
Yeah.  Longer doesn’t mean brighter and also -- never mind.  I forgot what I was going to say.

MS:
I’d like to just comment on that quickly too.  Is it really depends on the platform.  I know that a study from Rosetta -- I’m not certain if it’s the same paper or not, showed that there was a bit of a shoulder and a region closer to the surface of the array where hybridization was not as efficient as the farther out.

MS:
Yes --

STL:
In terms of the code link platform, we do have a three-dimensional gel surface which kind of serves as a linker and so our probes are shorter but we believe that where -- the entire probe is involved in the hybridization process.  So depending on and certainly that’s true if you did -- if you were doing in solution hybridization so depending on how you’re liking your probe to the surface, could affect the length -- effective length of the probe.

So in other words you just -- I guess the point I’m trying to say is you can’t just look at this and say oh there’s 60 mer and here’s a 30 mer probe and so one should be better than the other.  It really depends on how it’s attached to the surface and what the effective hybridization length is.

PW:
Yes I’d agree with that.  It’s certainly the stuff down close to the surface in the synthesis matters less.  You get more mistakes there but it matters less in hybridization and the experiment I alluded to, the -- where we’re making h___ mers on the surface, again, the fa__ sequence always seems to be very very short.  Once it gets going and you’re out of s___ on the surface and you’ve got some chain extension, then the synthesis efficiency is very very high after that and we’ve been able to go out to 100 and cleave them off and you know make constructs out of them at very high purity.

So I think we’re all much in agreement that you have to optimize at the -- you’re going to have to optimize your conditions for what you’ve decided to make in some sense.  We’ve decided to make 60 mers and we have a QC process that’s geared around those and so that’s what we do.  

H:
If you’re from ac___en or speaking for ac__ array I think I will agree because you have better s___ yield --

AB:
Actually we’re going to try and stay away from specific arguments to specific platforms.  Did that get at your question with respect to the alogo size -- the answers?

H:
No I think it partially answered the impurity issue but I think there are differences between --

AB:
I think that each manufacturer would answer with respect to their specific process if you want to query them individually.  

H:
Yeah.

AB:
Okay?

STL:
I think there’s a general answer -- if I could --

AB:
Yeah --

SLT:
Pose it Andy to that which is there’s a couple of different ways to look at the impurity side and you’ve got to look at impurity on both sides right?  Cause remember when you do fragmentation of your hybridization mix, you get short mers and stuff in there as well.  If we’ve all done our job right all these empirical experiments we’ve done to calibrate our arrays and the design rules we’ve come up with the sophisticated thermodynamic probe models and sometimes kinetic probe models that we have, we’ve actually taken that into account.  So I would actually argue chemically Affi is actually pretty good on the probe.  From the purity point of view too and I’ll show you some data on that offline.

But even if it were an issue, all the work we’ve done to get the sensitivity of the platform where it is, is fundamentally based as Peter said on the process that we have and we’ve all optimized to that process.  And that certainly can be done.  There’s no question about that.  And actually I’m aware of an academic paper that we’re not involved in but that will be appearing on probe models as fundamentally assuming mixtures that you may be interested in reading.

SM:
Just on more point on that.  From the issue of probe brightness, brighter probes are not necessarily better probes.  When we go through design optimization processes if you --

AB:
I think that’s a bumper sticker now actually.

SM:
Yeah.  If you just optimize based on brightness, you come up with a micro array that doesn’t work very well at all.

JB:
Right.

MS:
Probes in their linear range are good.

AB:
Are there any other questions for the participants?  If not -- oh I’m sorry.

DB:
I just have one more.  Hi.  I’m actually an industry analyst.  Derek Debruin from --

AB:
I’m sorry?

DB:
I’m an industry analyst.

AB:
Okay.

DB:
And so I’m -- I just wanted to ask a general question.  With the understanding that the --

AB:
Could you just state your name though please?

DB:
Derek Debruin from UPS.  

AB:
Thank you.

DB:
The understanding that the Roche just had the ample chip approved with that.  This is a more of a general in terms of the clinical diagnostics in the applications for this.  I guess listening to the conversations and listening about the variability and the differences here, it’s like two points.  Is one, are micro arrays maybe perhaps overkill for a diagnostic product?  And I guess number two is like are there still -- do you think you’ll be able to get out some inherent variability for the gene expression applications on this?

STL:
Let me take a first stab at that.  So first off is some fundamental -- I mean the Roche is a mutation detection assay --

DD:
Right.

STL:
The current one -- but to the general point about variability, recall that this whole panel session and the questions that our friends here came up with was specifically designed to address the issue of comparability across platforms, platforms that fundamentally are technically different and deliberately so.  You know we think ours is best.  They probably think theirs is best.  But their deliberately different.

So what you have to keep in mind is that this discussion hasn’t really been about how reproducible one platform is when applied over and over again according to standard protocols and applying best practices.  And indeed I think the data are fairly compelling that an individual test can be constructed using micro arrays that are highly reproducible and then getting that reproducible measure to correlate with something biomedically is a pretty classic diagnostic development problem.

So keep in mind that a lot of this discussion has really been trying to ask a different question that actually isn’t all that relevant today.  Now as just to cap that, the FDA is interested in both as you’re probably well aware.  The FDA has been very interested in how micro array vendors prove that their technology that they’re submitting for approval is reproducible and robust and manufacturable and meets the quality guidelines and so on and so forth.  And as well has a label license that is in the biomedical utility that’s appropriate.

The FDA is also very interested in cross-platform comparisons and they have a separate project going on on that. That has been less of a diagnostic issue and more of clinical trials issue for them.  And again, big data submission issue.  That’s right.

MS:
Actually I wanted to sort of expand on that and just get a -- included in the next set of comments so given what was said especially in light of clinical use of micro arrays, could or should there be an industry agreed-upon standard for input samples prior to arrays cause I’m sure every company here is driven crazy by the variety of quality source amount, etc. of input samples and how that affects your given platform -- either in a positive or negative way.  So could you imagine or should there be a standard for that?  You know that would be every platform is validated based on a given standard right?  And then probably not impossible but probably unlikely.  I’m curious of your comments.

TS:
I might be able to comment on that so first -- but first I want to take a step back to the original comment, which is that I think the race has been kind of between the competitors here is to get the most genes on a single array and to cover the entire genome.  To do that, we have -- we have sacrificed some of the performance of the arrays and then in other words, there’s an error in false positive and false negative rate that’s acceptable by the community today, which would never be acceptable for a clinical device.

Now given the fact that most clinical classifiers are much smaller sets of data, maybe 100 genes in a gene expression experiment, I think that we will be able to manufacture those arrays with much better quality, maybe increasing the number of replicates or the number of probes so that we can get -- reach the kind of quality that you need.  You would -- what would be required for a clinical product.  

The other point which is the point that you made in terms of genetic variation anyway, I know that there are some of the standard reference labs like Lab Core and Quest that will use core EL (?) samples which are samples that are made available and used in genetic variation testing.  They’re used very commonly.  There’s much published on these samples and much is known about the sequence variation there.  And they will -- these companies will employ those particular samples as positive controls.  And so that’s certainly a possibility.

I also think with the -- on the genetic variation side, things are a little bit easier in terms if you’re looking at binary answer on and off and you can do sequence validation so you know the ultimate answer in the end so your false positive and false negative rate can be accurately calculated and it really doesn’t matter how you get there.  If you know what the answer is, then it’s a lot easier then when you’re looking at an expression profile which might be a little bit more complex in terms of making a clinical call.

However, I would say even on that level, you have a little bit more flexibility in terms of you can look at a set of genes which might not exactly be the same on two different platforms but still may be indicative of a biological process and can give you a diagnostic or ther__gnostic report and it might not -- you might not look at a -- is gene X doing the same on both platforms but when you look at this profile, does it tell me the same, give me the same clinical answer.

STL:
That’s an excellent set of points and the other thing to keep in mind is when you validate a clinical diagnostic, particularly if it has to go through the PMA process with the FDA, I mean you need to do clinical trial.  You need to have an intended use and a label license accordingly.  And you have to you know set specs essentially.  It’s a little more you know robust than that around what kinds of samples you need, what kinds of controls are run by the lab you know presuming it’s run under clear type standards.  What types of controls have to be run every lot or every day or every operator.  How you qualify operators.

I mean there’s a whole set of things that one does that again to your point and very relevant, are things that in research labs people typically don’t do because they don’t have to.  I don’t know whether you need to re-design the micro arrays in all cases to actually be clinically useful but it’s certainly the best practices around them are the kinds of things that would be fought through in a particular kind of way to (inaudible) clinical diagnostic that would be different even for basic -- certainly for basic research and even perhaps for clinical trials use given what people are using for observational studies right now and pharmaceutical clinical trials.

Maybe a reference is there’s a nature genetics paper March of last year published by the Tumor Analysis Bet Practices Working Group that starts to speak to a set of these issues and how you can get micro array experiments to be highly reproducible so you can develop a test that again will continue to work even if the different tests would behave slightly differently that one test will have very well defined performance criteria.

MS:
I think part of your question gets to the first part of micro arrays overkill.  I think it’s going to depend on the disease and your target and the number of things that need to be queried to make that answer because there are certainly other technologies that could potentially be more sensitive, potentially be more reproducible but also target those questions more specifically to get the answer that you’re looking for.  And I think it’s going to deal with the complexity of the disease and the addition of the kind of information that you want to get out.  Are you making a diagnosis?  Are you looking to follow efficacy?  You know is the disease stratified such that you’re going to get a prognostic indicator as well?  So I think it’s a very hard question to answer for a specific question but I think that the Roche product was certainly addressed.

AB:
Are there any other questions?  Well, I want to personally thank everybody for taking all of the time and hope that everybody enjoys the big game tonight if that’s what you’re going out to look and hope you enjoy the rest of the meeting.  Thank you all very much.

[applause]

STL:
Andy, the handouts didn’t seem to be --

AB:
Oh I’m sorry.  The handouts here are on the front of the stage.  We’re also going to have them available at the micro array research group.  We’re going to announce it again for those people that had to leave because I didn’t make that announcement.  Please come up and get one.

[END OF RECORDING]

